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Abstract—Improved sensors in the automotive field are leading
to multi-object tracking of extended objects becoming more
and more important for advanced driver assistance systems and
highly automated driving.

This paper proposes an approach that combines a PHD
filter for extended objects, viz. objects that originate multiple
measurements while also estimating the shape of the objects
via constructing an object-local occupancy grid map and then
extracting a polygonal chain. This allows tracking even in traffic
scenarios where unambiguous segmentation of measurements is
difficult or impossible. In this work, this is achieved using mul-
tiple segmentation assumptions by applying different parameter
sets for the DBSCAN clustering algorithm.

The proposed algorithm is evaluated using simulated data and
real sensor data from a test track including highly accurate D-
GPS and IMU data as a ground truth.

I. INTRODUCTION

Multi-object tracking algorithms generally assume that each
object generates either only one measurement or no measure-
ment. However, the high resolution of active sensors mounted
on modern vehicles makes it necessary to deal with multiple
reflections per object.

Especially laser scanner data often provides numerous
measurements from a single object. The data even allows
estimating the shape of objects in the near range rather than
only width and height. Shape estimation in the automotive
field is an important improvement for environment sensing as
it is crucial for future driver assistance systems and highly
automated driving.

In addition to the shape of objects, algorithms need to
deal with multiple objects as they occur in daily traffic. With
the Finite set statistics theory (FISST) Mahler has presented
a rigorous framework to handle multi-object scenarios [1].
On the basis of FISST the so-called Probability Hypothe-
sis Density (PHD) filter was proposed that models objects
and measurements as random finite sets (see Sec.II). The
PHD filter is a first moment approximation of the Bayesian
multi-target filter and allows to estimate multiple objects in
presence of clutter. It can be implemented by approximating
the estimated probability hypothesis density using Gaussian
mixtures, leading to the Gaussian-Mixture PHD filter [2] or
using particles in the Sequential Monte Carlo PHD Filter [3]
[4] [5].

Mahler additionally developed the extension of the PHD
filter to extended objects by applying the extended objects

model from Gilholm et al. [6]. The practical relevance however
is limited, since all combinations of measurements have to be
computed and evaluated in the correction step (see Sec. II-C).

Granström [7] presented a GM-PHD filter algorithm on
the basis of Mahler’s PHD filter for extended objects. His
approach solves the computation problem by limiting the com-
binations of measurements. He considers only those combina-
tions that are likely to be relevant because its measurements are
close to each other. The approach does not attempt to estimate
the shape of the objects and is extended by Granström in [8].

In [9] we proposed an algorithm to estimate the shape
of an object by using object-local occupancy grid maps that
allow extracting various shapes and avoid the problem that
the reference point of an extended object moves relatively to
the object when the perspective from which the object is seen
changes.

The goal of this paper is to connect the advantages of FISST
based multi-object tracking algorithms using PHD filters with
the estimation of shapes of extended objects using local
occupancy grid maps.

The paper is structured as follows. In Sec. II the PHD filter
for extended objects is presented. The objects’ representation
that is split into its dynamic state and its local occupancy grid
map, is presented in Sec. III. The approach is evaluated using
both simulated and real measurement data. The results can be
found in Sec. IV.

Tracking is performed in the two-dimensional plane, ne-
glecting the influence from uneven terrain and roll and pitch
movements of the ego vehicle.

Generally, multiple extended object tracking with laser
scanner in the automotive area is quite different from multi-
object or group object tracking in the field of defense research.
Especially in the near-range area, where estimating the size of
objects becomes important, there is usually more than one
measurement originated by an object. The measurements are
normally generated on the surface of the object and rarely
within (that could only be the case when scanning through
windows, etc.). Also, the noise and clutter level is very low
compared to typical airborne or naval radar systems.

For the automotive application, the more serious problem
compared to clutter is the correct clustering of the measure-
ments corresponding to a single object. Distinguishing if two
clusters belong to a single object or different real world objects
is critical to avoid ghost targets (i.e. tracks associated with



either no or with false measurements).

II. PHD FILTER FOR EXTENDED OBJECTS

This section addresses the dynamic state estimation of
multiple objects where each may generate more than one
measurement. For that purpose the PHD filter for extended
objects using the model by Gilholm et al. [6] is used that
was first introduced by [10]. The PHD filter that is linear in
the number of targets is preferred over the Bayesian multi-
target filter which is of cubic complexity to achieve a balance
between tractability and accuracy. Especially when regarding
the computationally demanding partitioning step presented in
Sec. II-C, this enables the approach to be run in real-time
applications in the future.

This paper follows the definition of an extended object
proposed by [7], which says: “Extended objects are objects
that potentially give rise to more than one measurement per
time step.”

The state of the object x is divided into a dynamic part
X (the dynamic state containing the position, velocity etc.)
and a static part S (the shape containing the local occupancy
grid map and an offset vector). For the estimation of a set of
multiple objects via the PHD filter, primarily the dynamic part
of the state is important (see Sec. III for the shape construction
and representation).

The set of objects is modelled as a random finite set (RFS).
A random finite set is a set whose number of elements is
a random number and where the elements themselves are
random variables.

The RFS of objects

Ok = {x(i)k }
Nx,k

i=1 (1)

has to be estimated given the RFS of measurements

Zk = {z(i)k }
Nz,k

i=1 (2)

for time steps k = 1, . . . , Nk.
Optimal Bayesian filtering is not feasible on the basis of

RFS states. That is why the PHD filter propagates the first
moment of an RFS only, which is called probability hypothesis
density.

A. Prediction

The prediction step of the PHD filter for extended objects is
similar to the prediction step of the standard PHD filter. The
intensity function is predicted by

Dk|k−1(x) =

∫
pS,k(ξ)f(x|ξ)Dk−1(ξ)dξ + Γk(x) (3)

f(x|ξ) models the dynamics of a single object, pS,k is the
probability that the object survives and still exists at time k
given the previous state ξ. Γk(x) denotes the birth density.
Note that this work does not consider spawning of objects.

In this formulation the birth intensity is independent of the
measurements. That means Γk needs to cover the whole state-
space. However, in [11] Vo et. al show that it is possible
to assume that new objects can only be born in the area of

measurements. Ristic showed in [12] that a bias follows from
this assumption and provides an improved formulation. In this
work the centers of the partitions (see II-C) form locations of
possible objects births.

B. Correction

While the predicted PHD-intensity is the same for extended
objects as in the standard PHD filter, the correction step for
the PHD-intensity is

Dk|k(x|Z) = LZk
(x)Dk|k−1(x|Z) (4)

LZk
is the measurement pseudo-likelihood function given by

LZk
= 1−

(
1− e−γ(x)

)
pD(x)

+e−γ(x)pD(x)
∑
p 6 Zk

ωp
∑
W∈p

γ(x)|W |

dW

∏
z∈W

φ(z|x)

λkck(z)

(5)

γ(x) denotes the expected number of measurements, so the
probability of getting one or more measurements is

1− e−γ(x) (6)

If pD(x) is the probability of detection, the effective proba-
bility of detection is

pD,eff (x) = (1− e−γ(x))pD(x) (7)

φ(z|x) denotes the likelihood of a measurement generated by
a single target. In this work the local occupancy grid map is
used to calculate that likelihood (see Sec. III).

Besides the measurements generated by objects, there are
also clutter generated measurements. The clutter rate is nor-
mally very low in a laser scan (see Sec. I). It is also modelled
as Poisson distributed.

While in the standard PHD filter the intensity function is
updated by each measurement, the extended correction steps
updates the intensity function with each measurement of each
cell of each partition (for partitioning see Sec. II-C).

Each partition is weighted by

ωp =

∏
W∈p dW∑

p′ 6 Z′
∏
W ′∈p′ dW ′

(8)

where each cluster dw has to be calculated:

dW = δ|W |,1 +Dk|k−1

[
e−γ(x)γ(x)|W |pD(x)

∏
z∈W

φ(z|x)

λkck(z)

]
(9)

|W | is the number of measurements in the cluster W . δn,m is
the Kronecker delta, i.e. δ|W |,1 = 1 if W contains only one
element, otherwise it is zero. For any function h(x), one has

Dk|k−1[h] =

∫
h(x)Dk|k−1(x|Z)dx (10)

ck(z) describes how the clutter measurements are distributed
spatially, while λk is the Poisson rate of the number of clutter.
See [10] for the detailed derivation.



C. Partitioning of the measurement set

In [10] Mahler shows that in order to apply the model from
Gilholm et al. for extended objects the measurements have to
be grouped in partitions. When implemented in a naive way,
this leads to high computational load and is not possible to
use in that form.

Example: Let Z = {z1, z2, z3}. The corresponding cardi-
nality is |Z| = 3. Five partitions can be derived from Z (see
[10], [13]):

P1 = {{z1, z2, z3}}, P2 = {{z1}, {z2}, {z3}}},
P3 = {{z1, z2}, {z3}}, P4 = {{z1}, {z2, z3}},

P5 = {{z1, z3}, {z2}}
(11)

This of course, leads to an intractable number of combinations
given many measurements. To reduce this number drastically
Granström [7] proposes to make the reasonable assumption
that measurement should only be within one cluster if they
are spaced closely together.

As in [9], the DBSCAN algorithm (Density-Based Spatial
Clustering of Applications with Noise) is used for clustering
measurements [14]. With proper parameter sets this generally
leads to good results.

However, fixed clustering thresholds always leads to false
clusters is some scenarios. The DBSCAN algorithm requires
two parameters: the range ε and the minimal number of neigh-
bor points kmin that needs to be within that range to add this
point to the cluster and visit its neighbors. The parameters are
fixed numbers and the clustering algorithm is not probabilistic.
Consequently, several parameter combinations are used to
generate a set of partitions. In this paper the minimal number
of neighbors in a cluster is set to kmin = 0, that means no
measurements are lost due to clustering. Hence, the minimum
cluster size is |W | = 1.

Fig. 1 shows an example of different partitions of two
objects and clutter.
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Fig. 1. Partitions based on different parameters for the DBSCAN algorithm
with clutter. The colored boxes mark measurements that belong to the different
cluster algorithm parameter sets. The sensor located in the origin is aligned
in the direction of the x-axis.

D. Implementation

The filter is implemented as a sequential Monte Carlo
PHD Filter. The intensity function is represented by a set of
particles.

Dk =

Lk−1∑
i=1

w
(i)
k−1δx(i)

k−1

(12)

The weights do not sum up to one, however the sum is
an estimate of the number of objects. Hence, this is not a
probability distribution.

Processing steps in assistance systems that depend on
tracking often need a unique identifying number associated
with each track. However, the SMC-PHD filter requires a
clustering step to extract tracks, which is one of its most
severe disadvantages. In order to provide some sort of ID for
each track, each particle is labelled by an ID that is passed to
succeeding particles during resampling (see e.g. [15]).

E. Extraction of the objects

In order to process the tracks estimated by the multiple
extended object tracking algorithm by succeeding modules,
e.g. in an assistance system, the objects need to be extracted
from the particle cloud. This is achieved by clustering the
particle cloud and setting the ID for each object to the most
frequent IDs of the particles. Again, as in the partitioning
step of the measurements, the DBSCAN algorithm clusters
the particles. In some cases the particle cloud can split and
two objects are tagged with the same ID. If this happens, the
object ID and the particle IDs are set to a new unique number

Also, the shape of each object has to be extracted from
the corresponding partial particle cloud. See Sec. III-C3 that
describes the approach.

III. OBJECT REPRESENTATION

This section addresses the representation of a single object
and the way measurements are used to estimate the shape of a
single object. Please see [9] for details about the single object
representation as well as for estimation results of the shape of
a common vehicle.

As stated in Sec. II the objects are represented by a dynamic
state and a static shape. The section denotes the aggregate
state by x, the dynamic state by X and the static state by
S. Static in this context means that it does not change over
time, but has to be estimated. The technique of integrating
sensor measurements into a grid with equally sized cells was
first proposed by Elfes [16] for a static environment and has
gained a lot of attention over the years.

In [9] we have presented how the concept of occupancy
grids can be transferred to model the shape of dynamic objects.
This allows estimating a consistent shape without the need
of a-priori knowledge of how the shape could look like as
required when representing the shape with boxes or ellipses.

Also, measurements may violate assumed visibility con-
ditions, e.g. when an object originates measurements at the
opposite side of the sensor that should not be visible, according
to a simpler model. However this can happen if the sensor rays



detect a wheel below a vehicle or if they pass windows and
detect something within an object.

A. Representation
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Fig. 2. The figure shows the vehicle model. It is divided into a dynamic state
and a static occupancy grid map that shows a part of the vehicle shape from a
bird’s eye view. Red denotes the offset from the anchor point to the dynamic
reference point.

Fig. 3. This figure shows a local occupancy grid map of a passenger car
(bird’s eye view). Grey denotes unknown areas, while black denotes occupied
areas. Red dots and ellipses mark laser measurements and their uncertainties,
respectively.

The part of the state that represents the shape Sk consists
of an occupancy grid map Mk and an offset Ck at time step k.
The offset denotes the vector from the anchor point on the map
and the dynamic reference point, the centroid of the shape.

Sk = (Mk, Ck) (13)

The offset is given in object coordinates in x- and y-direction.

Ck =
[
cx,k cy,k

]T
(14)

A Kalman filter estimates these offset values. It uses the
centroid of all occupied cells in the grid map as an input as it
is the best guess of the center of mass of the vehcile. Sec. III-C
shows the implications the choice of the grid centroid has.

In the occupancy grid map, the 2-D space around the object
is divided into equally sized cells. The map Mk is given by
the set of cells

Mk = {m1,m2, . . . ,mN} (15)

at time k. Each cell mi is a probabilistic variable representing
the occupancy.

The cells in the grid map are regarded as independent of
each other. That means the probability density over all cells
given the measurements and the state of the object can be
written as

P (Mk|z1:k, X1:k) =
∏
i

P (mi|z1:k, X1:k). (16)

Here P (mi|z1:k, X1:k) denotes the inverse sensor model. It
describes the probability of occupancy given the measurements
z1:k and the object states X1:k.

The grid mapping approach makes it possible to rely only
on the raw measurements instead of assuming prior knowledge
of the objects.

However, in case of small or rather slow changes in the
shape, the algorithm can adapt. This is achieved using a decay
factor that leads to a decrease of occupancy of the cells over
time.

Besides representing the shape, the grid is also necessary
to weight the particles. As shown in Fig. 3 it is possible to
calculate the correspondence between measurements and the
grid.

So given the shape Sk and the state Xk of an object the
likelihood of a single measurement z is

φ(z|Xk, Sk) = ηeαO(z) (17)

where η is a normalizing constant and O(z) is the occupancy
value in log odds (see Sec. III-C) of the cell the measurement
hits disregarding the small measurement uncertainty of a laser
measurement. α denotes a weighting parameter.

B. Expected number of measurements

As stated in Sec. II-B the correction step of the PHD filter
requires the expected number of measurements generated by
an object. The algorithm illustrated in Fig. 4 illustrates how
to obtain this number from the local occupancy grid map
from each particle. For simplicity it is assumed that only
one layer of the laser hits the object. Multiple layers would
require an exact three-dimensional localization. By knowing
the resolution of the laser scanner, checking how many rays
hit occupied cells allows extracting the approximate number
of measurements given the state and map of an object. A cell
is regarded as occupied if its occupancy value lies above a
threshold.

To avoid ray-tracing calculations this work uses a more
efficient approximation of this extraction approach. It finds the



minimum and maximum angle of the edges of the occupied
cell and divides the difference by the angular resolution of
the sensor. This implies that the object is solid and the sensor
cannot look though any part of the object, which is valid in
most cases.

This implementations do not consider physical properties
of the object surface such as reflections. Such reflections may
appear when scanning the coated surface of a vehicle at a
sharp angle.

Also, the approach does not model the occlusion of an
object due to other objects. This is an important improvement
for the future.

Overall, the extracted number of measurements depicts an
upper bound for the real number of measurements.
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Fig. 4. This figure shows the principle of how the number of expected
measurements of an object is extracted from the map. Red lines represent
layer rays originating from the sensor. Solid lines strike a cell of the local
grid map whose occupancy lies above a certain threshold.

C. Implementation details

1) Motion Model: The implementation in this work uses a
constant turn model for the extended object dynamics.

The dynamic state is given by

Xk = [xk yk Ψk vk ωk]
T (18)

where k denote the current time step. xk, yk and Ψk refer to
the anchor point’s position and orientation of the vehicle in the
2D plane. vk is the velocity in the movement direction Ψk at
the center of gravity (see Fig. 2). Orientation and direction of
the velocity coincide in this model. ωk denotes the yaw-rate.

Using the centroid as a dynamic state leads to errors when
tracking standard vehicles. It is assumed that the direction
of velocity is the same as the orientation of the vehicle. For
vehicles however the dynamic center should be the center of
the rear axis, according to the Ackermann model.

The local grid maps are implemented with an adaptive map
size and a fixed cell size. Consequently, the local grid map
can be regarded to be big enough at any time.

2) Log-odds: Using the log odds ratio to store the occu-
pancy values simplifies the mapping operations. The recursive
formulation of map update in log odds ratio is [17]:

Lk(mi) = Lk−1(mi) + log
P (mi|Z1:k, X1:k)

1− P (mi|Z1:k, X1:k)
− L0(mi)

(19)
where Lk−1(mi) and L0(mi) are the previous and prior log
odds values of grid cell i.

3) Extraction of the contour: In order to provide a compact
object representation for the following processing steps, e.g. in
an assistance system, the grid maps allow extracting a polyg-
onal chain. The polygonal chain is obtained by calculating the
convex hull of all cells whose occupancy value lies above a
certain threshold. The extraction is a post-processing step and
does not feedback into the next estimation cycle.

The grid of the object can be obtained in several ways, for
example by calculating the mean local occupancy grid over all
particles that represent the object. The implementation in this
work takes the grid of the particle with the highest weight.

IV. RESULTS

This section presents the results of experiments and simu-
lations when applying the tracking algorithm proposed in this
work.

The following parameters are set to evaluate all scenarios.
Four partitions are built in each measurement cycle: The
clustering parameters for the DBSCAN algorithm are 0.2 m,
0.5 m, 1.0 m and 2.5 m and kmin = 0. pD(·) and pS(·) are
set to 0.99 and therefore are independent of the state. The low
variance resampling algorithm draws 50 particles per estimated
object [17]. The weighting parameter α from Eq. (17) is set
to 0.01.

The ego vehicle is stationary during the selected scenarios.
Although, ego motion compensation would correct errors from
the movement of the sensor, ego motion would worsen the
results depending on the quality of the ego-motion sensors.
By leaving the sensor immobile it is possible to evaluate the
tracking performance independently from those errors.

A. Simulations

In order to evaluate the results of the estimation of multiple
extended objects two different scenarios were simulated. The
first scenario exhibits two objects that are passing at a close
distance. The second scenario shows a cross-traffic scenario
where one object occludes the other one partially.

1) Scenario 1: Scenario 1 is the less challenging of the two
evaluated simulated scenarios. Two objects are visible for the
sensor from behind, resulting in a single line of occupied cells
in the grid map. The right object overtakes the left one, which
is standing still. It is passing at the close distance of 0.5 m.
Each of the objects generates 10 measurements. Additionally
clutter with a Poisson rate of 10 is added to the scene in a
surveillance area of 0 m to 30 m in x-direction and −15 m to



15 m in y-direction. Hence, the objects only originate about
one third of the measurements. The DBSCAN parameter sets
are likely to fail at clustering the measurements correctly (see
Fig. 1 for an exemplary scan and the corresponding clusters).
However, Fig. 5 shows that the estimation of the number of
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Fig. 5. Cardinality estimation based on different partitions with clutter. Red
denotes the ground truth of two objects. Black shows that the number of
estimated track increases due to clutter at some time steps.

objects still provides acceptable results. There are some errors
for single time steps. However, these only exist for a duration
of one time step at most and are likely to be mitigated by
improved partitioning.

2) Scenario 2: This scenario is a cross-traffic scene. A
vehicle coming from the right crosses the field of view. A
small object, which is standing still, occludes the moving
object after appearing between time steps 8 to 15. The object
is not occluded completely at any time. However, the partial
occlusion increases the estimation difficulty. The object in
front originates 5, the moving object 10 measurements. As
in the first the scenario, clutter is added at a Poisson rate of
10. Fig. 6 shows that as in scenario 1, the deviation of the
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Fig. 6. Cardinality estimation based on different partitions with clutter in
simulated scenario 2. Red denotes the ground truth of two objects. Black
shows that the number of estimated tracks increases due to clutter at some
time steps.

estimated number of tracks is at single time steps and at an
acceptable level, even when passing the occlusion through the
second object. Even in the presence of clutter the algorithm
fails only in estimating the real number of objects in two time
steps while the moving objects are mostly occluded.

The direction of the object was given by the birth dis-
tribution to evaluate the influence of the occlusion of the
velocity. The estimated velocity of the moving vehicle is
roughly constant, even when most of the vehicle is occluded
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Fig. 7. This figure shows the length of the moving object in scenario 2 over
time.
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Fig. 8. Estimated velocity of moving object of simulated scenario 2. Red
denotes the ground truth, blue denotes the estimated velocity.

(see Fig. 8) and the visible side of the object changes. This
results from the fixed position of the anchor point on the
vehicle.

Along with the tracking results from the PHD filter, the grid
allow extracting the length of the passing vehicle. Fig. 7 shows
the estimated length. The estimated length is a multiple of the
cell size.

B. Experiments

Fig. 9. This figure shows the real data scenario on a test track. The soft
crash target is equipped with an IMU/D-GPS system for ground truth. The
occluding vehicle is not in the field of view of the documentation camera.

In order to evaluate the tracking performance with real
sensor data the algorithm is tested with a data set of two test
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Fig. 10. This figure shows the estimated length of the passing object in the
real data scenario over time. Track is lost between time step 11 to 15. The
object was not fully detected between entering the field of view of the sensor
and being occluded by the other vehicle.

vehicles on a test track.
An LD-MRS400001 laser scanner from SICK AG is

mounted at the front of the ego vehicle. The sensor has a
field of view of 110◦ (single layer) and a measurement cycle
duration of 40 ms. The moving test vehicle (Fig. 9) is equipped
with a highly accurate IMU (Inertial Measurement Unit) fused
with a differential GPS (Global Positioning System). Only one
layer of the four-layer laser scanner is used to simplify the
extraction of the number of measurements.

The scenario is comparable to the second simulated sce-
nario. The moving object (see Fig. 9) enters the field of view
and is occluded by the second test vehicle, which is standing
still. Further challenging is the fact that the moving object is
being occluded before appearing fully at the border of the field
of view. After that, it is occluded for 5 measurement cycles.

Fig. 10 shows the length estimation of the moving vehicle
obtained from the polygonal chain as the object is almost
rectangular. The slight underestimation of the length comes
from the fact that the size is discretized to a multiple of the
grid cell size.

Unfortunately, the track for the moving object is lost as the
moving vehicle is fully occluded. It is tracked again as soon
as it appears on the other side of the occlusion.

A major aspect of this behavior arises from the algorithm
for extracting the expected number of measurements presented
in Sec. III-B. As was stated before, it does not consider
occlusions.

Another improvement would be to allow a state dependent
probability of detection pD, i.e. the probability could be
lowered while the track is occluded.

V. CONCLUSIONS AND FUTURE WORK

This paper presented an algorithm to track multiple ex-
tended objects. Simultaneously it estimated the shape of these
objects. The algorithm is a PHD filter capable handling
multiple objects in noisy measurements and creating local
occupancy grid maps of the objects. With partitioning via the
DBSCAN algorithm, the tracking performed well in challeng-
ing multi-object scenarios with real sensor and simulated data.
Future work will involve better initialization and the reduction
of computational requirements.

Modeling the object shape as an occupancy grid map
implies that the shape does not change over time. This
assumption holds for many dynamic objects in daily traffic
scenarios. However, pedestrians can not be considered to have
a static shape, since the location of the sensor results in
measurements often being generated by the legs. Additional
models of extended object will be examined to overcome this
restriction.
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